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Abstract 

 
Many areas of science are seeing a data deluge 

coming from new instruments, myriads of sensors and 
exponential growth in electronic records. We take two 
examples – one the analysis of gene sequence data 
(35339 Alu sequences) and other a study of medical 
information (over 100,000 patient records) in 
Indianapolis and their relationship to Geographic and 
Information System and Census data available for 635 
Census Blocks in Indianapolis. We look at initial 
processing (such as Smith Waterman dissimilarities), 
clustering (using robust deterministic annealing) and 
Multi Dimensional Scaling to map high dimension data 
to 3D for convenient visualization. We show how 
scaling pipelines can be produced that depending on 
data set size, either use multicore laptop or desktop 
clients or supercomputer or modest clusters for the 
computer intensive sections. This study illustrates 
challenges in integrating data exploration tools with a 
variety of different architectural requirements and 
natural programming models. We present preliminary 
results for end to end study of two complete 
applications. 
 
1. Introduction 
 

Data Intensive Computing is very popular at this 
time. Partly this is due to the well understood data 
deluge with all activities including science, 
government and modern Internet (Web 2.0) systems all 
generating exponentially increasing data. One special 
driver is that Web Search and related data mining can 
use an especially simple programming model 
MapReduce of which there are now several 
implementations. It is attractive to understand how 
generally applicable MapReduce is to other data 
intensive problems as one can expect excellent 
commercial support for software in this area. In 
previous papers we have looked at the impact of clouds 
and compared Yahoo (Hadoop) and Microsoft (Dryad) 

implementations of the MapReduce step. These 
technologies are still maturing and their performance 
may not be so important at this stage compared to the 
overall architecture of a complete system extending 
from raw data to scientific discovery. We choose two 
biomedical applications. One studies the structure of 
Gene families and the processing steps involve 
sequence alignment, clustering and visualization after 
projecting sequences to 3 dimensions using 
Multidimensional scaling MDS. The second 
application involves correlating electronic patient 
records with environmental information (from 
Geographical Information Systems)associated with the 
patient location. Here the end to end study involves 
substantial data validation, processing with many 
standard tools such as those in R but also many 
possible other applications such as Multidimensional 
Scaling dimension reductions. 

We present performance results from Tempest – An 
Infiniband connected 32 node system running 
Windows HPCS with each node having 24 cores 
spread over 4 Intel chips.  Such a modest cluster can 
fully process all stages of the 35,000 element Alu study 
in less than a day and is suitable for up to 200,000 
sequences even though all steps in analysis are of 
O(N2) time complexity. We estimate that a 1024 node 
Tempest architecture cluster would tackle well our 
million sequence goal. We find systems easy to use 
and and program as well as giving good wall clock 
execution time. Some of our studies used a slightly 
older cluster Madrid with 8 nodes each with four AMD 
Opteron chips with 4 cores each. 

 
Section 2 presents some overall architecture 

comments while sections 3 and 4 describe the two 
main applications. Section 5 has conclusions and future 
work. 
 
2. Data intensive computing architecture 
 
    Table 1.  Hardware and software configurations of the clusters 



used in this paper. In addition a traditional 8-node Linux Cluster 
“Gridfarm” was used to run statistics package R in section 4. 

 
 The computer architecture needed to support data 
intensive computing is obviously complex and varied. 
Here we do not discuss virtualization or issues of 
distributed systems which although important are not 
the topic of this paper. We abstract many approaches 
as a mixture of pipelined and parallel (good MPI 
performance) systems, linked by a pervasive storage 
system. Here we have many interesting possibilities 
including Amazon and Azure “Blob” storage, 
traditional supercomputer environment like Lustre plus 
importantly the file systems (such as Cosmos from 
Microsoft or HDFS from Hadoop) supporting the new 
MapReduce systems.  
  

 
Figure 1.  A Data intensive computing architecture 

 
These cloud/Web 2.0 technologies support a 

computing style where data is read from one file 
system, analyzed by one or more tools and written 
back to  a database or file system. An important feature 
of the newer approaches is explicit support for data 
parallelism which is needed in our applications.  

In figure 1, we abstract this disc/database-compute 
model and assume it will underlie many applications 
even when some of resources will be local and others 
in the cloud or part of a large grid. In figures 3 and 2 
we give in more detail the data pipelines used in the 
applications of sections 3 and 4 respectively. 

Finally we record in table 1, the major facilities 
used in this study. Note they run Windows (HPC 
Edition) and stress both multicore and traditional 
parallelism. 
 

         Figure 2.  Stages of Gene sequencing application 
 

 
 Figure 3.  Stages of health application 

      
The largest Tempest cluster has 768 Intel Cores spread 
over 32 nodes while the smaller one Madrid has 128 
Opteron cores spread over 8 nodes. Our work [5, 19, 
21] stresses both Windows and Linux so we can 
explore Hadoop, Dryad and the emerging cloud 
approaches. This paper focuses on results from the 
Windows clusters. 
 
3. Gene Sequencing Applications 

 
3.1. Alu Sequencing Studies  
The Alu clustering problem [13] is one of the most 

challenging problem for sequencing clustering because 
Alus represent the largest repeat families in human 
genome. There are about 1 million copies of Alu 
sequences in human genome, in which most insertions 
can be found in other primates and only a small 
fraction (~ 7000) are human-specific insertions. This 
indicates that the classification of Alu repeats can be 
deduced solely from the 1 million human Alu 
elements. Notable, Alu clustering can be viewed as a 
classical case study for the capacity of computational 
infrastructures because it is not only of great biological 
interests, but also a problem of a scale that will remain 
as the upper limit of many other clustering problem in 
bioinformatics for the next few years, e.g. the 
automated protein family classification for a few 
millions of proteins predicted from large 
metagenomics projects.  

 
3.2. Smith Waterman Dissimilarities 
The first step is to identify human Alu gene 

sequences which were obtained by using Repeatmasker 
[14] with Repbase Update [15]. We have been 
gradually increasing the size of our projects with the 
current sample having 35339 sequences the largest and 
requires a modest cluster such as Tempest (768 cores). 
Note from the discussion in section 3.1, we are aiming 
at supporting problems with a a million sequences  -- 
quite practical today on TeraGrid and equivalent 
facilities given basic analysis steps scale like O(N2). 

We used open source version [16] of the Smith 
Waterman – Gotoh algorithm SW-G [17, 18] modified 
to ensure low start up effects by each thread/processing 
large numbers (above a few hundred) at a time. 
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Memory bandwidth needed was reduced by storing 
data items in as few bytes as possible. 
 

3.2.1 Performance of Smith Waterman Gotoh 
SW-G Algorithm 

The calculation of the 624 million independent 
dissimilarities is of course architecturally simple as 
each computation is independent. Nevertheless it 
shows striking structure shown in figure 4. As in 
previous papers, we look at different patterns denoted a 
(Thread per process) x (MPI process per 24 core node) 
x (Number of Nodes). In pattern txmxn. We have for 
Tempest defined in table 1, n <=32 and txm <= 24. We 
present results in terms of parallel overhead f(P) 
defined for Parallelism P by 

 
  f(P) = [PT(P) –T(1)] /T(1)       (1) 

 
 Where T(1) is replaced in practice by T(on smallest 

number of processes that can run job).                                                                           

 

Figure 4.  Performance of Alu Gene Alignments for different parallel 
patterns 

The striking result for this step is that MPI easily 
outperforms the equivalent threaded version of this 
embarrassingly parallel step. In figure 4, all the peaks 
in the overhead correspond to patterns with large 
values of thread count t. On figure 4, we note that MPI 
intranode 1x24x32 pattern completes the full 624 
billion alignments in 2.33 hours – 4.9 times faster than 
threaded implementation 24x1x32. This 768 core MPI 
run has a parallel overhead of 1.43 corresponding to a 
speed up of 316. 

      The SW-G alignment performance is probably 
dominated by memory bandwidth issues but we are 
still pursuing several points that could effect this but 
not at our highest priority as SW-G is not a dominant 
step. We have tried to identify the reason for the 
comparative slowness of threading. Using Windows 
monitoring tools, we see in figures 5 and 6 that 
threaded version has about a factor of 100 more 
context switches (note different scale factors used) than 
case where in MPI we have one thread per process. 

Figure 5.  Paging and Context Switching for  a pure Threaded SW-G 

 
 Figure 6: Paging and Context Switching for an MPI SW-G  

This could lead to a slow down of threaded approach 
and correspond to Windows handing of paging of 
threads with large memory footprints. However there is 
also an important data transfer effect that we discuss in 
the following subsection. 

3.2.2 The O(N2) Factor of 2 and data transfer 

     There is a well known factor of 2 in many O(N2) 
parallel algorithms such as those in direct simulations 
of astrophysical stems. We initially calculate in parallel 
Distance D(i,j) between points (sequences) i and j and 
as discussed above this is done in parallel over all 
processor nodes selecting criteria i < j to avoid 
calculating both D(i,j) and the identical D(j,i). This can 
require substantial file transfer as it is unlikely that 
nodes requiring D(i,j) in a later step, will find that it 
was calculated on nodes where it is needed.     

     For example the MDS and PW(PairWise) 
Clustering algorithms described in next 2 sections, 
require a parallel decomposition where each of N 
processes (MPI processes, threads) has 1/N of 
sequences and for this subset {i} of sequences stores in 
memory D({i},j) for all sequences  j and the subset {i} 
of sequences for which this node is responsible. This 
implies that we need D (i,j) and D (j,i) (which are 
equal) stored in different processors/disks). This is a 
well known collective operation in MPI called either 
gather or scatter. Note that we did NOT get good 
performance for data transfer of D(i.j) to its needed 



final processor from either MPI (it should be a seconds 
on Petabit/sec Infiniband switch) or Dryad. We intend 
to make the needed collective (reduction) primitives 
more precise and expect substantial performance 
improvement.  However, for the results presented here 
the timings include the I/O necessary to write results 
from each process to local disk.  An additional step 
was necessary in our processing workflow to combine 
the results into a single file used in downstream 
processing such as clustering and MDS. 

3.2.3 Relevance of Hadoop and Dryad 

      We expected to use Dryad for this initial SW-G 
computation and data transfer but were not able to 
complete this work in time for this paper. Clearly this 
step fits MapReduce very well and as technology and 
our experience with it improves [19], we expect to 
include Dryad (on Tempest) and Hadoop (Linux) 
evaluations here and it is quite likely that they will 
deliver preferred implementation. 

3.3 Pairwise Clustering 

    As data sets increase in size, we expect some 
applications to require particularly robust algorithms 
that are as insensitive as possible to well known 
difficulties such as “trapping in local minima”. This 
increases computing challenge which grows to 
accommodate data set and increase robustness of 
results. For example, clustering methods like Kmeans 
are very sensitive to false minima but some 20 years 
ago a more robust EM (Expectation Maximization) 
method using annealing (deterministic not Monte 
Carlo) was developed by Ken Rose (UCSB) [1], Fox 
and others [4]. 

     Here the annealing is in distance (as represented by 
D(i,j) ) resolution. One slowly lowers a Temperature T 
that implements an algorithm sensitive to distance 
scales of order T0.5. This method has interesting feature 
that it automatically splits clusters when instabilities 
detected. Further it has a highly efficient parallel 
algorithm which we have studied in detail in earlier 
papers on smaller problems [5]. These clustering 
approaches are fuzzy methods where points are 
assigned probabilities for belonging to a particular 
cluster. There are striking differences between pattern 
dependence of figures 4, 7 and 8. In all cases MPI is 
used as communication mechanism between nodes but 
we can use any mix of threading and MPI on a single 
node. For figure 4 intranode MPI always gave best 
performance but in figures 7 and 8, intranode threading 
is the best. We have analyzed this in detail elsewhere 
and found it is a consequence of MPI communication 
overheads that increase as data parallel unit (of size 
35339/(m n)) decreases. For large data parallel units 
MPI is fastest but for smaller ones used here, threading 

is superior.

Figure 7: Performance of Pairwise Clustering for 4 clusters on 
Tempest. 10 Clusters take about 3.5 times longer 

        The original clustering work was based in a vector 
space (like Kmeans) where a cluster is defined by a 
vector as its center. However in a major advance 10 
years ago [2, 3], it was shown  how one could use a 
vector free approach and operate with just the distances 
D(i,j). This unfortunately does increase the 
computational complexity from O(N) to O(N2) for N 
sequences. It appears however more natural for studies 
of sequences which do not have Euclidean vectors 
easily associated with them. We completed these 
pairwise vector free algorithms and implemented them 
in parallel. We have discussed elsewhere detailed 
algorithm and performance issues. Here we report the 
clustering as part of a large end to end component of 
our “Million Sequence Analysis as a Service project. 
All capabilities discussed in this paper will be made 
available as cloud or TeraGrid services over next 3-12 
months. 

3.4 Multidimensional Scaling MDS 

     Given dissimilarities D(i,j), MDS finds the best set 
of vectors xi in any chosen dimension d minimizing  
 i,j weight(i,j) (D(i,j) – |xi – xj|

n)2               (2) 

The weight is chosen to reflect importance of point or 
perhaps a desire (Sammon’s method) to fit smaller 
distance more precisely than larger ones. The index n 
is typically 1 (Euclidean distance) but 2 also useful 

    We have previously reported results using 
Expectation Maximization and we are exploring 
adding to this deterministic annealing to improve 
robustness. Here we use a different technique 
exploiting that (2) is “just” 2 and one can use very 
reliable nonlinear optimizers to solve it [20]. We have 
implemented and got good results with the Levenberg–
Marquardt approach (adding suitable multiple of unit 
matrix to nonlinear second derivative matrix) to 2 
solution. 



Figure 8: Performance of Pairwise Clustering on Tempest 

 
Figure 9: Clustering of Alu Sequences 

This “MDS as 2” approach allows us to incorporate 
some powerful features including very general choices 
for the weight(i,j) and n. Our MDS service is fully 
parallel over unknowns xi. Further it allows 
“incremental use”; fixing an MDS solution from a 
subset of data and adding  new points at  a later time. 
One can also optimally align different versions of 
MDS (e.g. different choices of weight(i,j) to allow 
precise comparisons. All our MDS services feed their 
results directly to powerful Point Visualizer. Figure 9 
shows the end to end Alu study after SW-G alignments, 
pairwise clustering and MDS projection. One sees 
three small clusters red (2794 points), yellow (3666) 
and green (1838 sequences) isolated from larger 
(27041) collection of blue sequences that are 
presumably older. Note that total time for all 3 steps on 
the full Tempest system is about 6 hours and clearly 
getting to a million sequences is not unrealistic and 
would take around a week on  a 1024 node cluster. 

4. Linking Environment and Health Data 
4.1. Introduction 
Another area where our tools are naturally used 

comes in Geographical information systems where we 
have already presented results [21]. Here we link 
environmental and patient (health) data. This is 
challenging as a community’s vulnerability and impact 
may depend on special concerns like environmentally 
sensitive areas or historical structures, socioeconomic 
conditions, and various social concerns such as the 
degree of public trust, education levels, literacy, and 

collective action and solidarity. The event impact must 
account for a blend of physical and social measures. 

One example is the SAVI Community Information 
System (www.savi.org)1 is one of the nation’s largest 
community information systems [22]. SAVI, designed 
to improve decision-making in Central Indiana 
communities. SAVI includes over a ~22 million 
individual data values, provides over 161,322 event 
datasets,  3,099 basic indicators on the socio-economic 
conditions, health, economy, housing, and many other 
aspects of the community and makes them available 
for 11 types of geographic areas, such as census tracts, 
neighborhoods, and school corporations. The SAVI 
system now is being used by a variety of other sectors 
for community development, public health research, 
education, program planning, disaster mitigation 
planning and more.  Only recently has the field of 
social epidemiology begun to develop the theoretical 
tools that make possible the identification of 
explanatory pathways from the physical and social 
infrastructure to health-related behaviors, which then 
lead to adverse health outcomes [23-25]. We see 
geographic clustering in many health outcomes 
because social environment has an effect on health 
and/or health behaviors [26-28] 

 
4.2. Obesity  
We used an ongoing childhood obesity study as our 

first application to test the relevance of our tools in the 
area of linking environment and social/health data. [6-
7] Obesity is presently one of the most pervasive, 
serious, and challenging health problems facing the 
world. Over the past 30 years, the obesity rate has 
nearly tripled for children ages 2 to 5 years (from 5 to 
14 percent) and tripled for youth ages 12 to 19 years 
(from 5 percent to 17 percent). The obesity rate for 
children 6 to 11 years of age has quadrupled from 4 to 
19 percent. What is causing the dramatic and 
threatening rise in obesity? Bray concisely captured the 
etiology of obesity in metaphor: “Genes load the gun, 
the environment pulls the trigger.” 23 Genetic factors 
are thought to account for 25-40% of the variance in 
BMI (Body Mass Index) by determining differences in 
such things as resting metabolic rate and weight gain in 
response to overfeeding. However, it is highly 
improbable that changes in genetic factors explain the 
rapid increases in obesity prevalence over the past two 
decades.26 Rather, the obesity epidemic is almost 
certainly rooted in environmental factors that promote 
excessive caloric intake and sedentary lifestyle [8]. 

In addition to physical environmental factors, social 
environmental factors also have bearing on obesity by 
facilitating or constraining behavior. Specific social 
environmental factors that have been examined include 
crime, safety, social support, social networks, and 



neighborhood socioeconomic status. Perceived (or 
actual) lack of a safe environment is a significant 
barrier to physical activity. According to a study 
conducted by the Centers for Disease Control in 2004, 
persons who perceived their neighborhoods as less than 
extremely safe were more than twice as likely to have 
no leisure-time physical activity, and those who 
perceived their neighborhoods as not at all safe were 
nearly three times as likely to have no leisure-time 
physical activity. Research also indicates that parental 
concerns about traffic and crime have a strong 
influence on children’s physical activity levels and that 
child and parent perceptions of the environment are as 
important as the actual environment.  

This motivates studies that study linkage between 
patient health and environment factors.. We can 
examine urban planning data that provides information 
on characteristics of the built environment, such as 
street features, land use mix, and neighborhood 
greenness. We examine insurance information from 
patient medical records as an indicator of family-level 
social environment. We examine U.S. Census and 
Uniform Crime Report information for areas 
surrounding patients’ residential addresses as 
indicators of neighborhood social environment. Here 
we are setting up the infrastructure linking the tool R 
with our other tools described in section 3 and only 
have preliminary results on this use case for a new 
generation of large scale data analysis tools. As there 
are some 30 patient attributes and over one hundred 
environmental attributes, tools like MDS that reduce 
dimensionality were our first focus. 

 
4.3. Canonical Correlation Analysis  
The canonical correlation analysis (CCA) is a tool 

of multivariate statistical analysis for finding 
correlations between two sets of variables [9, 10]. We 
are applying CCA to study how childhood obesity is 
mostly related with what kinds of environmental 
factors. Our full data set we used for this research 
consists of over 314,000 real-life patient records 
collected over 15 years (some records are 20 year old) 
and measured on about 180 variables, mostly related 
with biological and environmental factors. We stored 
our full data set (size of 832 MB) in a database system 
for easy exploration and fast extraction. Among the full 
data set, we only used the cleanest data for our initial 
studies.  

For performing CCA over the patient data set and 
conducting various kinds of statistical analysis, we 
used R, one of the most well-known statistical 
computing environments, to expedite complicated 
statistical data manipulations with ease and utilize 
highly optimized and multi-threaded numeric packages, 
such as BLAS, Goto-BLAS [11], and ATLAS [12]. 

Another advantage in using R is that we can use 
various open-source based add-on packages for 
additional functionalities. For example, with the help 
of packages for databases, such as PostgreSQL and 
MySQL, we can directly access the data stored in the 
database system. Here we focus on integrating R with 
our specialized tools and present initial MDS analysis 
here. 

 
4.3. Multi Dimensional Scaling and Visualization  

The core of CCA is to find an optimal linear 
projection of two sets of data in a sense that the 
correlation of them in the projected space, also called 
“canonical space”, is maximized. More specifically, for 
the given two sets of data matrix X and Y, the CCA 
seeks two optimal projection vectors a and b, which 
make the following correlation maximum: 

cor( , )U V  , 

where TU a X  and TV b Y are vectors in the 
canonical space. One can see that the vector U and V, 
known as canonical correlation variables, are the new 
representation of the data matrix X and Y in the 
canonical space, transformed by the projection vector a 
and b respectively. By further investigating U and V as 
a product of the CCA, one may infer cross-
relationships exist between two sets of variables, which 
are not directly available from the row data set.  

In our project, the CCA is the best match for our 
purpose. We have two sets of data – patient and 
environmental data – and want to find out which 
variables of environmental data have some connections 
to patient’s obesity or more generally health. For this 
purpose, we can use X as an environmental data and Y 
as a patient data into the CCA to find the best optimal 
canonical variables U and V, which maximize the 
correlation between the patient and the environmental 
data in the canonical space. Figure 10 presents one of 
the CCA results on our data set as an example.  

As an alternative to CCA, which maximizes vector 
in both data sets, one can find the vectors a and b by 
using the Principle Component Analysis (PCA) within 
a single sector. For an example, with our health data 
set, we can find new projection vector a by fixing b in 
terms of Principle Components (PC) of the patient data 
matrix Y. 

Since the well known CCA algorithm itself is not 
our focus in this paper, we will not present more details 
in As an example of CCA results to the patient data set, 
we found the optimal correlation in the canonical space 
(Figure 10). Those results can feed in to the MDS to 
find more robust structures in 3-dimension (Figure 11). 



 
Figure 10. The plot of the first pair of canonical variables for 635 

Census Blocks 

Figures 11(a) and 11(b) show this CCA analysis 
projected on an MDS representation of environment 
data. this paper. More details can be found in [9, 10]. 
Each point corresponds to one of 635 Census blocks. 
We color projections on a green (lowest) to red/mauve 
(highest) scale and see clear clustering of the different 
colors in different regions of MDS. The low (green) 
values occur together and are well separated from the 
high weighted red and mauve points. In these plots the 
MDS was weighted (using weight(i,j) in equ. (2) 
proportionally to number of patients in block. Figures 
11(c) and (d) show correlations for a pure principal 
component analysis PCA; this is high for 
environmental PCA (as one would expect) but still 
present for PCA in patient health space. 

In processing CCA in our project, we have used R 
as statistical computing environments to utilize various 
matrix manipulation and linear algebra packages with 
efficiency. Also, by building R with multi-threaded 
enabled BLAS libraries, we got parallel speed up in 
our 8 core Linux cluster nodes “Gridfarm”. As a result, 
we have applied the CCA to our data set with various 
parameter settings and visualized them by using our 
parallel MDS projection described earlier. Figure 11 
illustrate the MDS visualization of PCA and CCA 
analyses. This clearly illustrates that correlations can 
be seen when projecting societal data on MDS of 
environmental information. We are following on with 
both obesity and SAVI datasets with different selection 
s of environmental data. 

 

 
Figure 11. MDS visualization of PCA and CCA analyses for 
correlations between patient and environmental data described below. 

 
5. Conclusion and Future Work 

 This paper examines the technology to support 
rapid analysis of million sequence problems that 
appear to typify today’s high end challenges. As well 
as our local sample problems, we would like to refine 
and test the technology on a broader range of 
problems. To encourage this, we will make key 
capabilities available as services that we eventually be 
implemented on virtual clusters (clouds) to address 
very large problems. This will require work we are 
doing now on Hadoop and Dryad – can they be a single 
unifying technology? Relevant services we will make 
available include the basic Pairwise dissimilarity 
calculations, R (done already by us and others), MDS 
in EM and 2 forms; the vector and pairwise 
deterministic annealing clustering including support of 
fingerprints and other ”unusual” vectors. Our point 
viewer (Plotviz) will be made available either as 
download (to Windows!) or as a Web service. We note 
all our current code is written in C# (high performance 
managed code) and runs on Microsoft HPCS 2008 
(with Dryad extensions) 

We’ve shown two examples of data intensive 
science applications in area of biology and health using 
several modern technologies. We suggest that these 
ideas will support new generations of large scale data 
analysis systems for patient records, demographic data 
and next generation gene sequencers. 
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